
POWER WITH NVIDIA NVLINK
TECHNOLOGY

Prepare for the Future of Accelerated
Computing
Based on IBM Power Architecture with NVIDIA NVLink 
– technology systems are designed for use in 
high-performance computing (HPC) and data analytics 
systems. They consist of superscalar multiprocessors 
that are massively multithreaded. The NVLink 
interconnect enables ultra-fast communication 
between the central processing unit (CPU) and the 
graphics processing unit (GPU) and between GPUs. 
POWER with NVLink systems incorporate the 
high-speed differential POWER system Memory Buffer, 
which supports several DDR technologies. 

Coupling two of the highest performance 
processors: Tesla P100 and POWER8

The NVIDIA Tesla P100 GPU accelerator dramatically 
increases �oating point performance, delivering 21 
tera�ops of half-precision, 10.6 tera�ops of 
single-precision and 5.3 tera�ops of double-precision 
performance.
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The accelerator includes 16 gigabytes of the new 
HBM2 stacked memory with an on-GPU memory 
bandwidth of 720 gigabytes per sec (GB/s). The Tesla 
P100 with NVLink GPU in the SXM2 form factor 
delivers 14 percent more raw compute performance 
than the PCI-E variant.

POWER8 with NVLink processor features 10 cores 
running up to 3.26 GHz. Each POWER8 processor in 
this server has higher memory bandwidth than x86 
CPUs, at 115 GB/s and can have as much as 0.5 
terabyte of system memory per socket. There are 
larger caches per core inside the POWER8 processor, 
which, coupled with the faster cores and memory 
bandwidth, leads to much higher application 
performance and throughput.
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1. Performance: The POWER8 with NVLink processor and the Tesla P100 GPU have four NVLink  
    interfaces that support 5 times faster communication than PCIe x16 Gen3 connections used in other  
    systems, enabling faster data exchange and application performance.

2. Programmability: The CUDA 8 software and the Page Migration Engine in Tesla P100 enable a  
    uni�ed memory space with automated data management between the system memory connected to  
    the CPU and the GPU memory. Coupled with NVLink, uni�ed memory makes programming GPU  
    accelerators much easier for developers. Applications can be easily accelerated with GPUs by  
    incrementally moving functions from the CPU to the GPU, without having to deal with data   
    management.

3. More Application Acceleration: Since NVLink reduces the communication time between the CPU  
    and GPU, it enables smaller pieces of work to be moved to the GPU for acceleration.

For Deep Learning applications, the performance is 
equally exciting. A Power Systems S822LC for HPC 
con�gured with four NVIDIA P100 GPUs reduces time 
to training, reaching 50 percent accuracy in one hour 
and 44 minutes. The combination of Tesla P100 
accelerators and high bandwidth of NVLink open up 
new opportunities for optimization and performance in 
a rapidly evolving technology space.

DEEP
LEARNING

ABOUT CIBER
At Ciber, we provide digital transformation 
services that will empower your people and 
drive your business forward. Our team of 
top-tier technologist’s have decades of 
expertise in IBM systems, with a wide range of 
skills to mitigate risk, ensure peace of mind. 
Contact us today for a comprehensive 
consultation to help identify any potential 
issues you may be experiencing or before 
they start to affect your environment.

NVLINK BRINGS PERFORMANCE, PROGRAMMABILITY, AND
MORE ACCELERATED APPS

NVLink has three major advantages to application acceleration:

Compute

Memory

Interconnect

Programmability

Availability

5.3 TF DP · 10.6 TF SP · 21.2 TF HP

HBM2: 720 GB/s · 16 GB

NVLink + PCIe Gen3

Page Migration Engine Uni�ed Memory

Shipping in IBM Power Systems S822LC for HPC

CoWoS HBM2

Unifying Compute &
Memory in Single Package

NVLink

GPU Interconnect for
Maximum Scalability

Pascal Architecture

Highest Compute
Performance

Page Migration Engine

Simple Parallel Programming
with Virtually Unlimited

Memory Space


